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API Documentation

The safeopt package implements tools for Safe Bayesian optimization.


Stability verification

The Lyapunov class provides the main point of entry for the stability
analysis. It can be used to compute the region of attraction and together with
get_safe_sample() sets up the safe sampling scheme.







	Lyapunov(discretization, lyapunov_function, …)

	A class for general Lyapunov functions.



	get_safe_sample(lyapunov[, perturbations, …])

	Compute a safe state-action pair for sampling.



	smallest_boundary_value(fun, discretization)

	Determine the smallest value of a function on its boundary.



	get_lyapunov_region(lyapunov, …)

	Get the region within which a function is a Lyapunov function.









Approximate Dynamics Programming

We use approximate dynamics programming to compute value functions.







	PolicyIteration(policy, dynamics, …[, gamma])

	A class for policy iteration.









Functions

These are generic function classes for convenience. They are all compatible
with Lyapunov and PolicyIteration and can be added,
multiplied, and stacked as needed.







	GridWorld(limits, num_points)

	Base class for function approximators on a regular grid.



	FunctionStack(functions[, name])

	A combination of multiple 1d (uncertain) functions for each dim.



	Triangulation(discretization, vertex_values)

	Efficient Delaunay triangulation on regular grid.



	PiecewiseConstant(discretization[, …])

	A piecewise constant function approximator.



	LinearSystem(matrices[, name])

	A linear system.



	QuadraticFunction(matrix[, name])

	A quadratic function.



	Saturation(fun, lower, upper[, name])

	Saturate the output of a DeterministicFunction.



	NeuralNetwork(layers, nonlinearities[, …])

	A simple neural network.



	GaussianProcess(gaussian_process[, beta, name])

	A GaussianProcess model based on gpflow.



	GPRCached(\*args, \*\*kwargs)

	Create a new Mock object.



	sample_gp_function(discretization, gpfun[, …])

	Sample a function from a gp with corresponding kernel within its bounds.









Utilities

These are utilities to make working with tensorflow more pleasant.







	utilities.combinations(arrays)

	Return a single array with combinations of parameters.



	utilities.linearly_spaced_combinations(…)

	Return 2-D array with all linearly spaced combinations with the bounds.



	utilities.lqr(a, b, q, r)

	Compute the continuous time LQR-controller.



	utilities.dlqr(a, b, q, r)

	Compute the discrete-time LQR controller.



	utilities.ellipse_bounds(P, level[, n])

	Compute the bounds of a 2D ellipse.



	utilities.concatenate_inputs([start])

	Concatenate the numpy array inputs to the functions.



	utilities.make_tf_fun(return_type[, …])

	Convert a python function to a tensorflow function.



	utilities.with_scope(name)

	Set the tensorflow scope for the function.



	utilities.use_parent_scope(function)

	Use the parent scope for tensorflow.



	utilities.add_weight_constraint(…)

	Add weight constraints to an optimization step.



	utilities.batchify(arrays, batch_size)

	Yield the arrays in batches and in order.



	utilities.get_storage(dictionary[, index])

	Get a unique storage point within a class method.



	utilities.set_storage(dictionary, name_value)

	Set the storage point within a class method.



	utilities.unique_rows(array)

	Return the unique rows of the array.



	utilities.gradient_clipping(optimizer, loss, …)

	Clip the gradients for the optimization problem.
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FunctionStack


	
class safe_learning.FunctionStack(functions, name='function_stack')

	A combination of multiple 1d (uncertain) functions for each dim.


	Parameters

	
	functionslist

	The functions. There should be one for each dimension of the output.







	Attributes

	
	parameters

	Return the parameters.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	add_data_point(self, x, y)

	Add data points to the GP model and update cholesky.



	build_evaluation(self, points)

	Evaluation, see UncertainFunction.evaluate.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.



	to_mean_function(self)

	Turn the uncertain function into a deterministic ‘mean’ function.







	
add_data_point(self, x, y)

	Add data points to the GP model and update cholesky.


	Parameters

	
	xndarray

	A 2d array with the new states to add to the GP model. Each new
state is on a new row.



	yndarray

	A 2d array with the new measurements to add to the GP model.
Each measurements is on a new row.














	
build_evaluation(self, points)

	Evaluation, see UncertainFunction.evaluate.






	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
parameters

	Return the parameters.






	
to_mean_function(self)

	Turn the uncertain function into a deterministic ‘mean’ function.













          

      

      

    

  

    
      
          
            
  
GPRCached


	
safe_learning.GPRCached(*args, **kwargs) = <Mock spec='str' id='140346031429784'>

	Create a new Mock object. Mock takes several optional arguments
that specify the behaviour of the Mock object:


	spec: This can be either a list of strings or an existing object (a
class or instance) that acts as the specification for the mock object. If
you pass in an object then a list of strings is formed by calling dir on
the object (excluding unsupported magic attributes and methods). Accessing
any attribute not in this list will raise an AttributeError.

If spec is an object (rather than a list of strings) then
mock.__class__ returns the class of the spec object. This allows mocks
to pass isinstance tests.



	spec_set: A stricter variant of spec. If used, attempting to set
or get an attribute on the mock that isn’t on the object passed as
spec_set will raise an AttributeError.


	side_effect: A function to be called whenever the Mock is called. See
the side_effect attribute. Useful for raising exceptions or
dynamically changing return values. The function is called with the same
arguments as the mock, and unless it returns DEFAULT, the return
value of this function is used as the return value.

Alternatively side_effect can be an exception class or instance. In
this case the exception will be raised when the mock is called.

If side_effect is an iterable then each call to the mock will return
the next value from the iterable. If any of the members of the iterable
are exceptions they will be raised instead of returned.



	return_value: The value returned when the mock is called. By default
this is a new Mock (created on first access). See the
return_value attribute.


	wraps: Item for the mock object to wrap. If wraps is not None then
calling the Mock will pass the call through to the wrapped object
(returning the real result). Attribute access on the mock will return a
Mock object that wraps the corresponding attribute of the wrapped object
(so attempting to access an attribute that doesn’t exist will raise an
AttributeError).

If the mock has an explicit return_value set then calls are not passed
to the wrapped object and the return_value is returned instead.



	name: If the mock has a name then it will be used in the repr of the
mock. This can be useful for debugging. The name is propagated to child
mocks.




Mocks can also be called with arbitrary keyword arguments. These will be
used to set attributes on the mock after it is created.









          

      

      

    

  

    
      
          
            
  
GaussianProcess


	
class safe_learning.GaussianProcess(gaussian_process, beta=2.0, name='gaussian_process')

	A GaussianProcess model based on gpflow.


	Parameters

	
	gaussian_processinstance of gpflow.models.GPModel

	The Gaussian process model.



	betafloat

	The scaling factor for the standard deviation to create
confidence intervals.









Notes

The evaluate and gradient functions can be called with multiple
arguments, in which case they are concatenated before being
passed to the GP.


	Attributes

	
	X

	Input location of observed data.



	Y

	Observed output.



	parameters

	Return the variables within the current scope.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	add_data_point(self, x, y)

	Add data points to the GP model and update cholesky.



	build_evaluation(self, points)

	Evaluate the model, but return tensorflow tensors.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.



	to_mean_function(self)

	Turn the uncertain function into a deterministic ‘mean’ function.



	update_feed_dict(self)

	Update the feed dictionary for tensorflow.







	
X

	Input location of observed data. One observation per row.






	
Y

	Observed output. One observation per row.






	
add_data_point(self, x, y)

	Add data points to the GP model and update cholesky.


	Parameters

	
	xndarray

	A 2d array with the new states to add to the GP model. Each new
state is on a new row.



	yndarray

	A 2d array with the new measurements to add to the GP model.
Each measurements is on a new row.














	
build_evaluation(self, points)

	Evaluate the model, but return tensorflow tensors.






	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
parameters

	Return the variables within the current scope.






	
to_mean_function(self)

	Turn the uncertain function into a deterministic ‘mean’ function.






	
update_feed_dict(self)

	Update the feed dictionary for tensorflow.













          

      

      

    

  

    
      
          
            
  
GridWorld


	
class safe_learning.GridWorld(limits, num_points)

	Base class for function approximators on a regular grid.


	Parameters

	
	limits: 2d array-like

	A list of limits. For example, [(x_min, x_max), (y_min, y_max)]



	num_points: 1d array-like

	The number of points with which to grid each dimension.







	Attributes

	
	all_points

	Return all the discrete points of the discretization.









Methods







	index_to_state(self, indices)

	Convert indices to physical states.



	rectangle_corner_index(self, rectangles)

	Return the index of the bottom-left corner of the rectangle.



	rectangle_to_state(self, rectangles)

	Convert rectangle indices to the states of the bottem-left corners.



	sample_continuous(self, num_samples)

	Sample uniformly at random from the continuous domain.



	sample_discrete(self, num_samples[, replace])

	Sample uniformly at random from the discrete domain.



	state_to_index(self, states)

	Convert physical states to indices.



	state_to_rectangle(self, states)

	Convert physical states to its closest rectangle index.







	
all_points

	Return all the discrete points of the discretization.


	Returns

	
	pointsndarray

	An array with all the discrete points with size
(self.nindex, self.ndim).














	
index_to_state(self, indices)

	Convert indices to physical states.


	Parameters

	
	indicesndarray (int)

	The indices of points on the discretization.







	Returns

	
	statesndarray

	The states with physical units that correspond to the indices.














	
rectangle_corner_index(self, rectangles)

	Return the index of the bottom-left corner of the rectangle.


	Parameters

	
	rectangles: ndarray

	The indices of the rectangles.







	Returns

	
	cornersndarray (int)

	The indices of the bottom-left corners of the rectangles.














	
rectangle_to_state(self, rectangles)

	Convert rectangle indices to the states of the bottem-left corners.


	Parameters

	
	rectanglesndarray (int)

	The indices of the rectangles







	Returns

	
	statesndarray

	The states that correspond to the bottom-left corners of the
corresponding rectangles.














	
sample_continuous(self, num_samples)

	Sample uniformly at random from the continuous domain.


	Parameters

	
	num_samplesint

	





	Returns

	
	pointsndarray

	Random points on the continuous rectangle.














	
sample_discrete(self, num_samples, replace=False)

	Sample uniformly at random from the discrete domain.


	Parameters

	
	num_samplesint

	

	replacebool, optional

	Whether to sample with replacement.







	Returns

	
	pointsndarray

	Random points on the continuous rectangle.














	
state_to_index(self, states)

	Convert physical states to indices.


	Parameters

	
	states: ndarray

	Physical states on the discretization.







	Returns

	
	indices: ndarray (int)

	The indices that correspond to the physical states.














	
state_to_rectangle(self, states)

	Convert physical states to its closest rectangle index.


	Parameters

	
	statesndarray

	Physical states on the discretization.







	Returns

	
	rectanglesndarray (int)

	The indices that correspond to rectangles of the physical states.





















          

      

      

    

  

    
      
          
            
  
LinearSystem


	
class safe_learning.LinearSystem(matrices, name='linear_system')

	A linear system.

y = A_1 * x + A_2 * x_2 …


	Parameters

	
	*matriceslist

	Can specify an arbitrary amount of matrices for the linear system. Each
is multiplied by the corresponding state that is passed to evaluate.







	Attributes

	
	parameters

	Return the variables within the current scope.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	build_evaluation(self, points)

	Return the function values.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.







	
build_evaluation(self, points)

	Return the function values.


	Parameters

	
	pointsndarray

	The points at which to evaluate the function. One row for each
data points.







	Returns

	
	valuestf.Tensor

	A 2D array with the function values at the points.














	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
parameters

	Return the variables within the current scope.













          

      

      

    

  

    
      
          
            
  
Lyapunov


	
class safe_learning.Lyapunov(discretization, lyapunov_function, dynamics, lipschitz_dynamics, lipschitz_lyapunov, tau, policy, initial_set=None, adaptive=False)

	A class for general Lyapunov functions.


	Parameters

	
	discretizationndarray

	A discrete grid on which to evaluate the Lyapunov function.



	lyapunov_functioncallable or instance of DeterministicFunction

	The lyapunov function. Can be called with states and returns the
corresponding values of the Lyapunov function.



	dynamicsa callable or an instance of Function

	The dynamics model. Can be either a deterministic function or something
uncertain that includes error bounds.



	lipschitz_dynamicsndarray or float

	The Lipschitz constant of the dynamics. Either globally, or locally
for each point in the discretization (within a radius given by the
discretization constant. This is the closed-loop Lipschitz constant
including the policy!



	lipschitz_lyapunovndarray or float

	The Lipschitz constant of the lyapunov function. Either globally, or
locally for each point in the discretization (within a radius given by
the discretization constant.



	taufloat

	The discretization constant.



	policyndarray, optional

	The control policy used at each state (Same number of rows as the
discretization).



	initial_setndarray, optional

	A boolean array of states that are known to be safe a priori.



	adaptivebool, optional

	A boolean determining whether an adaptive discretization is used for
stability verification.









Methods







	is_safe(self, state)

	Return a boolean array that indicates whether the state is safe.



	lipschitz_dynamics(self, states)

	Return the Lipschitz constant for given states and actions.



	lipschitz_lyapunov(self, states)

	Return the local Lipschitz constant at a given state.



	safety_constraint(self, policy[, …])

	Return the safe set for a given policy.



	threshold(self, states[, tau])

	Return the safety threshold for the Lyapunov condition.



	update_safe_set(self[, can_shrink, …])

	Compute and update the safe set.



	update_values(self)

	Update the discretized values when the Lyapunov function changes.



	v_decrease_bound(self, states, next_states)

	Compute confidence intervals for the decrease along Lyapunov function.



	v_decrease_confidence(self, states, next_states)

	Compute confidence intervals for the decrease along Lyapunov function.







	
is_safe(self, state)

	Return a boolean array that indicates whether the state is safe.


	Parameters

	
	statendarray

	





	Returns

	
	safeboolean

	Is true if the corresponding state is inside the safe set.














	
lipschitz_dynamics(self, states)

	Return the Lipschitz constant for given states and actions.


	Parameters

	
	statesndarray or Tensor

	





	Returns

	
	lipschitzfloat, ndarray or Tensor

	If lipschitz_dynamics is a callable then returns local Lipschitz
constants. Otherwise returns the Lipschitz constant as a scalar.














	
lipschitz_lyapunov(self, states)

	Return the local Lipschitz constant at a given state.


	Parameters

	
	statesndarray or Tensor

	





	Returns

	
	lipschitzfloat, ndarray or Tensor

	If lipschitz_lyapunov is a callable then returns local Lipschitz
constants. Otherwise returns the Lipschitz constant as a scalar.














	
safety_constraint(self, policy, include_initial=True)

	Return the safe set for a given policy.


	Parameters

	
	policyndarray

	The policy used at each discretization point.



	include_initialbool, optional

	Whether to include the initial safe set.







	Returns

	
	constraintndarray

	A boolean array indicating where the safety constraint is
fulfilled.














	
threshold(self, states, tau=None)

	Return the safety threshold for the Lyapunov condition.


	Parameters

	
	statesndarray or Tensor

	

	taufloat or Tensor, optional

	Discretization constant to consider.







	Returns

	
	lipschitzfloat, ndarray or Tensor

	Either the scalar threshold or local thresholds, depending on
whether lipschitz_lyapunov and lipschitz_dynamics are local or not.














	
update_safe_set(self, can_shrink=True, max_refinement=1, safety_factor=1.0, parallel_iterations=1)

	Compute and update the safe set.


	Parameters

	
	can_shrinkbool, optional

	A boolean determining whether previously safe states other than the
initial safe set must be verified again (i.e., can the safe set
shrink in volume?)



	max_refinementint, optional

	The maximum integer divisor used for adaptive discretization.



	safety_factorfloat, optional

	A multiplicative factor greater than 1 used to conservatively
estimate the required adaptive discretization.



	parallel_iterationsint, optional

	The number of parallel iterations to use for safety verification in
the adaptive case. Passed to tf.map_fn.














	
update_values(self)

	Update the discretized values when the Lyapunov function changes.






	
v_decrease_bound(self, states, next_states)

	Compute confidence intervals for the decrease along Lyapunov function.


	Parameters

	
	statesnp.array

	The states at which to start (could be equal to discretization).



	next_statesnp.array or tuple

	The dynamics evaluated at each point on the discretization. If
the dynamics are uncertain then next_states is a tuple with mean
and error bounds.







	Returns

	
	upper_boundnp.array

	The upper bound on the change in values at each grid point.














	
v_decrease_confidence(self, states, next_states)

	Compute confidence intervals for the decrease along Lyapunov function.


	Parameters

	
	statesnp.array

	The states at which to start (could be equal to discretization).



	next_statesnp.array

	The dynamics evaluated at each point on the discretization. If
the dynamics are uncertain then next_states is a tuple with mean
and error bounds.







	Returns

	
	meannp.array

	The expected decrease in values at each grid point.



	error_boundsnp.array

	The error bounds for the decrease at each grid point





















          

      

      

    

  

    
      
          
            
  
NeuralNetwork


	
class safe_learning.NeuralNetwork(layers, nonlinearities, output_scale=1.0, use_bias=True, name='neural_network')

	A simple neural network.

The neural network also exposes its Lipschitz constant as
NeuralNetwork.lipschitz.


	Parameters

	
	layerslist

	A list of layer sizes, [l1, l2, l3, .., ln]. l1 corresponds to the
input dimension of the neural network, while ln is the output
dimension.



	nonlinearitieslist

	A list of nonlinearities applied after each layer. Can be None if no
nonlinearity should be applied.



	output_scalefloat, optional

	A constant scaling factor applied to the neural network output.



	use_biasbool, optional

	A boolean determining whether bias terms are included in each hidden
layer; bias terms are never used in the output layer.



	namestring, optional

	





	Attributes

	
	parameters

	Return the variables within the current scope.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	build_evaluation(self, points)

	Build the evaluation graph.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.



	lipschitz(self)

	Return the Lipschitz constant as a Tensor.







	
build_evaluation(self, points)

	Build the evaluation graph.






	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
lipschitz(self)

	Return the Lipschitz constant as a Tensor.

This assumes that only contractive nonlinearities are used! Examples
are ReLUs and Sigmoids.


	Returns

	
	lipschitzTensor

	The Lipschitz constant of the neural network.














	
parameters

	Return the variables within the current scope.













          

      

      

    

  

    
      
          
            
  
PiecewiseConstant


	
class safe_learning.PiecewiseConstant(discretization, vertex_values=None)

	A piecewise constant function approximator.


	Parameters

	
	discretizationinstance of discretization

	For example, an instance of GridWorld.



	vertex_values: arraylike, optional

	A 2D array with the values at the vertices of the grid on each row.







	Attributes

	
	limits

	Return the discretization limits.



	nindex

	Return the number of discretization indices.



	output_dim

	Return the output dimensions of the function.



	parameters

	Return the vertex values.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	build_evaluation(self, points)

	Return the function values.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.



	gradient(self, points)

	Return the gradient.



	parameter_derivative(self, points)

	Obtain function values at points from triangulation.







	
build_evaluation(self, points)

	Return the function values.


	Parameters

	
	pointsndarray

	The points at which to evaluate the function. One row for each
data points.







	Returns

	
	valuesndarray

	The function values at the points.














	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
gradient(self, points)

	Return the gradient.

The gradient is always zero for piecewise constant functions!


	Parameters

	
	pointsndarray

	The points at which to evaluate the function. One row for each
data points.







	Returns

	
	gradientndarray

	The function gradient at the points.














	
limits

	Return the discretization limits.






	
nindex

	Return the number of discretization indices.






	
output_dim

	Return the output dimensions of the function.






	
parameter_derivative(self, points)

	Obtain function values at points from triangulation.

This function returns a sparse matrix that, when multiplied
with the vector with all the function values on the vertices,
returns the function values at points.


	Parameters

	
	pointsndarray

	A 2d array where each row represents one point.







	Returns

	
	values

	A sparse matrix B so that evaluate(points) = B.dot(parameters).














	
parameters

	Return the vertex values.













          

      

      

    

  

    
      
          
            
  
PolicyIteration


	
class safe_learning.PolicyIteration(policy, dynamics, reward_function, value_function, gamma=0.98)

	A class for policy iteration.


	Parameters

	
	policycallable

	The policy that maps states to actions.



	dynamicscallable

	A function that can be called with states and actions as inputs and
returns future states.



	reward_functioncallable

	A function that takes the state, action, and next state as input and
returns the reward corresponding to this transition.



	value_functioninstance of DeterministicFunction

	The function approximator for the value function. It is used to
evaluate the value function at states.



	gammafloat

	The discount factor for reinforcement learning.









Methods







	bellmann_error(self, states)

	Compute the squared bellmann error.



	discrete_policy_optimization(self, action_space)

	Optimize the policy for a given value function.



	future_values(self, states[, policy, …])

	Return the value at the current states.



	optimize_value_function(self, \*\*solver_options)

	Optimize the value function using cvx.



	value_iteration(self)

	Perform one step of value iteration.







	
bellmann_error(self, states)

	Compute the squared bellmann error.


	Parameters

	
	statesarray

	





	Returns

	
	errorfloat

	












	
discrete_policy_optimization(self, action_space, constraint=None)

	Optimize the policy for a given value function.


	Parameters

	
	action_spacendarray

	The parameter value to evaluate (for each parameter). This is
geared towards piecewise linear functions.



	constraintcallable

	A function that can be called with a policy. Returns the slack of
the safety constraint for each state. A policy is safe if the slack
is >=0 for all constraints.














	
future_values(self, states, policy=None, actions=None, lyapunov=None, lagrange_multiplier=1.0)

	Return the value at the current states.


	Parameters

	
	statesndarray

	The states at which to compute future values.



	policycallable, optional

	The policy for which to evaluate. Defaults to self.policy. This
argument is ignored if actions is not None.



	actionsarray or tensor, optional

	The actions to be taken for the states.



	lyapunovinstance of Lyapunov

	A Lyapunov function that acts as a constraint for the optimization.



	lagrange_multiplier: float

	A scaling factor for the slack of the optimization problem.







	Returns

	
	The expected long term reward when taking an action according to the

	

	policy and then taking the value of self.value_function.

	












	
optimize_value_function(self, **solver_options)

	Optimize the value function using cvx.


	Parameters

	
	solver_optionskwargs, optional

	Additional solver options passes to cvxpy.Problem.solve.







	Returns

	
	assign_optf.Tensor

	An assign operation that updates the value function.














	
value_iteration(self)

	Perform one step of value iteration.













          

      

      

    

  

    
      
          
            
  
QuadraticFunction


	
class safe_learning.QuadraticFunction(matrix, name='quadratic')

	A quadratic function.

values(x) = x.T P x


	Parameters

	
	matrixnp.array

	2d cost matrix for lyapunov function.







	Attributes

	
	parameters

	Return the variables within the current scope.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	build_evaluation(self, points)

	Like evaluate, but returns a tensorflow tensor instead.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.



	gradient(self, points)

	Return the gradient of the function.







	
build_evaluation(self, points)

	Like evaluate, but returns a tensorflow tensor instead.






	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
gradient(self, points)

	Return the gradient of the function.






	
parameters

	Return the variables within the current scope.













          

      

      

    

  

    
      
          
            
  
Saturation


	
class safe_learning.Saturation(fun, lower, upper, name='saturation')

	Saturate the output of a DeterministicFunction.


	Parameters

	
	funinstance of DeterministicFunction.

	

	lowerfloat or arraylike

	Lower bound. Passed to tf.clip_by_value.



	upperfloat or arraylike

	Upper bound. Passed to tf.clip_by_value.







	Attributes

	
	parameters

	Return the variables within the current scope.



	scope_name

	Return the scope name of the wrapped function.









Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	build_evaluation(self, points)

	Evaluation, see DeterministicFunction.evaluate.



	copy_parameters(self, other_instance)

	Return a copy of the function (copies parameters).







	
build_evaluation(self, points)

	Evaluation, see DeterministicFunction.evaluate.






	
copy_parameters(self, other_instance)

	Return a copy of the function (copies parameters).






	
parameters

	Return the variables within the current scope.






	
scope_name

	Return the scope name of the wrapped function.













          

      

      

    

  

    
      
          
            
  
Triangulation


	
class safe_learning.Triangulation(discretization, vertex_values, project=False, name='triangulation')

	Efficient Delaunay triangulation on regular grid.

This is a tensorflow wrapper around a numpy implementation.

This class is a wrapper around scipy.spatial.Delaunay for regular grids. It
splits the space into regular hyperrectangles and then computes a Delaunay
triangulation for only one of them. This single triangulation is then
generalized to other hyperrectangles, without ever maintaining the full
triangulation for all individual hyperrectangles.


	Parameters

	
	discretizationinstance of discretization

	For example, an instance of GridWorld.



	vertex_valuesarraylike, optional

	A 2D array with the values at the vertices of the grid on each row.
Is converted into a tensorflow variable.



	projectbool, optional

	Whether to project points onto the limits.



	namestring

	The tensorflow scope for all methods.







	Attributes

	
	discretization

	Getter for the discretization.



	nindex

	Return the number of parameters.



	parameters

	Return the variables within the current scope.



	project

	Getter for the project parameter.



	scope_name

	







Methods







	__call__(self, \*args, \*\*kwargs)

	Evaluate the function using the template to ensure variable sharing.



	build_evaluation(self, points)

	Evaluate using tensorflow.



	copy_parameters(self, other_instance)

	Copy over the parameters of another instance.



	gradient(self, points)

	Compute derivatives using tensorflow.







	
build_evaluation(self, points)

	Evaluate using tensorflow.






	
copy_parameters(self, other_instance)

	Copy over the parameters of another instance.






	
discretization

	Getter for the discretization.






	
gradient(self, points)

	Compute derivatives using tensorflow.






	
nindex

	Return the number of parameters.






	
parameters

	Return the variables within the current scope.






	
project

	Getter for the project parameter.













          

      

      

    

  

    
      
          
            
  
get_lyapunov_region


	
safe_learning.get_lyapunov_region(lyapunov, discretization, init_node)

	Get the region within which a function is a Lyapunov function.


	Parameters

	
	lyapunovcallable

	A tensorflow function.



	discretizationinstance of GridWorld

	The discretization on which to check the increasing property.



	init_nodetuple

	The node at which to start the verification.







	Returns

	
	regionndarray

	A boolean array that contains all the states for which lyapunov is a
Lyapunov function that can be used for stability verification.

















          

      

      

    

  

    
      
          
            
  
get_safe_sample


	
safe_learning.get_safe_sample(lyapunov, perturbations=None, limits=None, positive=False, num_samples=None, actions=None)

	Compute a safe state-action pair for sampling.

This function returns the most uncertain state-action pair close to the
current policy (as a result of the perturbations) that is safe (maps
back into the region of attraction).


	Parameters

	
	lyapunovinstance of `Lyapunov’

	A Lyapunov instance with an up-to-date safe set.



	perturbationsndarray

	An array that, on each row, has a perturbation that is added to the
baseline policy in lyapunov.policy.



	limitsndarray, optional

	The actuator limits. Of the form [(u_1_min, u_1_max), (u_2_min,..)…].
If provided, state-action pairs are clipped to ensure the limits.



	positivebool

	Whether the Lyapunov function is positive-definite (radially
increasing). If not, additional checks are carried out to ensure
safety of samples.



	num_samplesint, optional

	Number of samples to select (uniformly at random) from the safe
states within lyapunov.discretization as testing points.



	actionsndarray

	A list of actions to evaluate for each state. Ignored if perturbations
is not None.







	Returns

	
	state-actionndarray

	A row-vector that contains a safe state-action pair that is
promising for obtaining future observations.



	varfloat

	The uncertainty remaining at this state.

















          

      

      

    

  

    
      
          
            
  
sample_gp_function


	
safe_learning.sample_gp_function(discretization, gpfun, number=1, return_function=True)

	Sample a function from a gp with corresponding kernel within its bounds.


	Parameters

	
	discretizationndarray

	The discretization on which to draw a sample from the GP. Can be
obtained, for example, from GridWorld.all_points.



	gpfuninstance of safe_learning.GaussianProcess

	The GP from which to draw a sample.



	numberint

	The number of functions to sample.



	return_functionbool, optional

	Whether to return a function or the sampled data only.







	Returns

	
	functionlist of functions or ndarray

	function(x, noise=True)
A function that takes as inputs new locations x to be evaluated and
returns the corresponding noisy function values as a tensor. If
noise=False is set the true function values are returned (useful for
plotting).

















          

      

      

    

  

    
      
          
            
  
smallest_boundary_value


	
safe_learning.smallest_boundary_value(fun, discretization)

	Determine the smallest value of a function on its boundary.


	Parameters

	
	funcallable

	A tensorflow function that we want to evaluate.



	discretizationinstance of GridWorld

	The discretization. If None, then the function is assumed to be
defined on a discretization already.







	Returns

	
	min_valuefloat

	The smallest value on the boundary.

















          

      

      

    

  

    
      
          
            
  
add_weight_constraint


	
safe_learning.utilities.add_weight_constraint(optimization, var_list, bound_list)

	Add weight constraints to an optimization step.


	Parameters

	
	optimizationtf.Tensor

	The optimization routine that updates the parameters.



	var_listlist

	A list of variables that should be bounded.



	bound_listlist

	A list of bounds (lower, upper) for each variable in var_list.







	Returns

	
	assign_operationslist

	A list of assign operations that correspond to one step of the
constrained optimization.

















          

      

      

    

  

    
      
          
            
  
batchify


	
safe_learning.utilities.batchify(arrays, batch_size)

	Yield the arrays in batches and in order.

The last batch might be smaller than batch_size.


	Parameters

	
	arrayslist of ndarray

	The arrays that we want to convert to batches.



	batch_sizeint

	The size of each individual batch.

















          

      

      

    

  

    
      
          
            
  
combinations


	
safe_learning.utilities.combinations(arrays)

	Return a single array with combinations of parameters.


	Parameters

	
	arrayslist of np.array

	





	Returns

	
	arraynp.array

	An array that contains all combinations of the input arrays

















          

      

      

    

  

    
      
          
            
  
concatenate_inputs


	
safe_learning.utilities.concatenate_inputs(start=0)

	Concatenate the numpy array inputs to the functions.


	Parameters

	
	startint, optional

	The attribute number at which to start concatenating.

















          

      

      

    

  

    
      
          
            
  
dlqr


	
safe_learning.utilities.dlqr(a, b, q, r)

	Compute the discrete-time LQR controller.

The optimal control input is u = -k.dot(x).


	Parameters

	
	anp.array

	

	bnp.array

	

	qnp.array

	

	rnp.array

	





	Returns

	
	knp.array

	Controller matrix



	pnp.array

	Cost to go matrix

















          

      

      

    

  

    
      
          
            
  
ellipse_bounds


	
safe_learning.utilities.ellipse_bounds(P, level, n=100)

	Compute the bounds of a 2D ellipse.

The levelset of the ellipsoid is given by
level = x’ P x. Given the coordinates of the first
dimension, this function computes the corresponding
lower and upper values of the second dimension and
removes any values of x0 that are outside of the ellipse.


	Parameters

	
	Pnp.array

	The matrix of the ellipsoid



	levelfloat

	The value of the levelset



	nint

	Number of data points







	Returns

	
	xnp.array

	1D array of x positions of the ellipse



	yunp.array

	The upper bound of the ellipse



	ylnp.array

	The lower bound of the ellipse









Notes

This can be used as
`plt.fill_between(*ellipse_bounds(P, level))`









          

      

      

    

  

    
      
          
            
  
get_storage


	
safe_learning.utilities.get_storage(dictionary, index=None)

	Get a unique storage point within a class method.


	Parameters

	
	dictionarydict

	A dictionary used for storage.



	indexhashable

	An index under which to store the element. Needs to be hashable.
This is useful for functions which might be accessed with multiple
different arguments.







	Returns

	
	storageOrderedDict

	The storage object. Is None if no storage exists. Otherwise it
returns the OrderedDict that was previously put in the storage.

















          

      

      

    

  

    
      
          
            
  
gradient_clipping


	
safe_learning.utilities.gradient_clipping(optimizer, loss, var_list, limits)

	Clip the gradients for the optimization problem.


	Parameters

	
	optimizerinstance of tensorflow optimizer

	

	losstf.Tensor

	The loss that we want to optimize.



	var_listtuple

	A list of variables for which we want to compute gradients.



	limitstuple

	A list of tuples with lower/upper bounds for each variable.







	Returns

	
	opttf.Tensor

	One optimization step with clipped gradients.









Examples

>>> from safe_learning.utilities import gradient_clipping
>>> var = tf.Variable(1.)
>>> loss = tf.square(var - 1.)
>>> optimizer = tf.train.GradientDescentOptimizer(learning_rate=0.01)
>>> opt_loss = gradient_clipping(optimizer, loss, [var], [(-1, 1)])













          

      

      

    

  

    
      
          
            
  
linearly_spaced_combinations


	
safe_learning.utilities.linearly_spaced_combinations(bounds, num_samples)

	Return 2-D array with all linearly spaced combinations with the bounds.


	Parameters

	
	boundssequence of tuples

	The bounds for the variables, [(x1_min, x1_max), (x2_min, x2_max), …]



	num_samplesinteger or array_likem

	Number of samples to use for every dimension. Can be a constant if
the same number should be used for all, or an array to fine-tune
precision. Total number of data points is num_samples ** len(bounds).







	Returns

	
	combinations2-d array

	A 2-d arrray. If d = len(bounds) and l = prod(num_samples) then it
is of size l x d, that is, every row contains one combination of
inputs.

















          

      

      

    

  

    
      
          
            
  
lqr


	
safe_learning.utilities.lqr(a, b, q, r)

	Compute the continuous time LQR-controller.

The optimal control input is u = -k.dot(x).


	Parameters

	
	anp.array

	

	bnp.array

	

	qnp.array

	

	rnp.array

	





	Returns

	
	knp.array

	Controller matrix



	pnp.array

	Cost to go matrix

















          

      

      

    

  

    
      
          
            
  
make_tf_fun


	
safe_learning.utilities.make_tf_fun(return_type, gradient=None, stateful=True)

	Convert a python function to a tensorflow function.


	Parameters

	
	return_typelist

	A list of tensorflow return types. Needs to match with the gradient.



	gradientcallable, optional

	A function that provides the gradient. It takes op and one gradient
per output of the function as inputs and returns one gradient for each
input of the function. If stateful is False then tensorflow does not
seem to compute gradients at all.







	Returns

	
	A tensorflow function with gradients registered.

	















          

      

      

    

  

    
      
          
            
  
set_storage


	
safe_learning.utilities.set_storage(dictionary, name_value, index=None)

	Set the storage point within a class method.


	Parameters

	
	dictionarydict

	

	name_valuetuple

	A list of tuples, where each tuple contains a string with the name
of the storage object and the corresponding value that is to be put
in storage. These are stored as OrderedDicts.



	indexhashable

	An index under which to store the element. Needs to be hashable.
This is useful for functions which might be accessed with multiple
different arguements.

















          

      

      

    

  

    
      
          
            
  
unique_rows


	
safe_learning.utilities.unique_rows(array)

	Return the unique rows of the array.


	Parameters

	
	arrayndarray

	A 2D numpy array.







	Returns

	
	unique_arrayndarray

	A 2D numpy array that contains all the unique rows of array.

















          

      

      

    

  

    
      
          
            
  
use_parent_scope


	
safe_learning.utilities.use_parent_scope(function)

	Use the parent scope for tensorflow.









          

      

      

    

  

    
      
          
            
  
with_scope


	
safe_learning.utilities.with_scope(name)

	Set the tensorflow scope for the function.


	Parameters

	
	namestring, optional

	





	Returns

	
	The tensorflow function with scope name.
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